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Abstract

4D millimeter-wave radar, with its four-dimensional measurement capabilities
encompassing range, azimuth, elevation, and Doppler velocity, has overcome the
elevation perception limitations of traditional 3D millimeter-wave radar. Owing to
its all-weather operation, high robustness, and cost advantages, it has emerged as
a core sensor in the field of automotive intelligent perception. This paper
systematically reviews the latest research progress in 4D millimeter-wave radar
automotive perception technology, introduces common detection and semantic
occupancy methods from two perspectives—raw tensor data and point cloud
data—and discusses future development trends.
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1. Introduction

Environmental perception serves as the core foundation for autonomous driving
and intelligent cockpits. Traditional automotive perception schemes exhibit notable
limitations,while cameras provide rich semantic information, they are susceptible to
adverse environmental conditions such as lighting, rain, snow, and fog, and lack
LiDAR

three-dimensional perception but comes with high costs and suffers from severe

direct depth measurement capabilities; achieves high-precision
signal scattering and significant performance degradation in inclement weather;
conventional 3D millimeter-wave radar offers all-weather ranging and velocity
measurement capabilities, yet lacks elevation resolution and produces sparse point
clouds, enabling only basic object detection.

4D imaging radar, through increased receiving channels and advanced signal
processing techniques, achieves synchronized four-dimensional measurements of
range, azimuth, elevation, and Doppler velocity. It can output high-density point

clouds and raw radar tensor data, combining all-weather stability, high precision,
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and controllable costs—greatly expanding the application boundaries of
millimeter-wave radar in the automotive domain. Currently, two major technical
paradigms have emerged: non-BEV approaches based on raw tensor data and BEV
approaches based on point cloud data. This paper first introduces the Doracamom
algorithm, a BEV-based method using point cloud data for 3D object detection and
semantic occupancy prediction. It then presents DPFT and RadarOcc, non-BEV
methods based on raw tensor data—DPFT for 3D object detection and RadarOcc for
semantic occupancy prediction. Finally, common data types are introduced,
algorithm performance is summarized, and future development trends are

discussed.

2. BEV-Based Detection and Occupancy Prediction Using Point
Cloud Data

2.1. Architecture

Doracamom [1] primarily performs 3D object detection and 3D semantic occupancy
prediction by fusing 4D millimeter-wave radar point cloud data with image data.
Fused BEV incorporates semantic features from images, yielding better detection
performance, while Fused Voxel carries geometric features from 3D
millimeter-wave radar, resulting in superior occupancy prediction. The model is
characterized by its BEV implementation based on 4D millimeter-wave radar point
clouds.

2.2. Data

This work employs millimeter-wave radar point cloud data and image data. The
point cloud data serves two purposes: first, to generate Fused BEV backbone
features for object detection; second, to fuse image data using geometric
information, thereby producing fused voxel geometry-enhanced features. The image
data also serves two purposes: first, to generate Fused Voxel backbone features for
scene occupancy prediction; second, to add semantic enhancement features to the
Fused BEV for object detection. In this way, the two data modalities complement
each other—point cloud data is primarily used for detection and secondarily for
enhancing voxel geometric features, while image data is primarily used for voxel
occupancy prediction and secondarily for enhancing BEV semantic features.
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Fig 1. The overall framework of Doracamom[1]

DOI:10.63313/FE.9011

2 Frontiers in Engineering



Huimin Cai

2.3. Principle

Two types of data are input: multi-view image data and multi-radar point cloud data.
A camera encoder and a 4D Radar encoder extract features from their respective
data modalities. A coarse voxel queries generator fuses radar BEV and voxel
features, allowing roughly geometric features to be incorporated into
image-generated voxel features. These are then refined through a voxel queries
encoder to make the voxel features more distinct and detailed. Next comes temporal
fusion, where a dual-branch temporal encoder generates two parallel processing
streams—one dedicated to radar BEV and the other to voxel features—primarily
fusing current data with historical data and outputting to cross-modal BEV-voxel
fusion. This enables mutual fusion between radar BEV and voxels, ultimately
endowing voxels with geometric information and radar BEV with semantic
information. The fused BEV is then used for detection, and the fused voxel for

occupancy prediction.

3. Non-BEV Detection Algorithm Based on Raw Tensor Data
3.1. Architecture

DPFT|[2] primarily fuses 4D millimeter-wave radar raw tensor AE data with image
data as planar features, and uses 4D millimeter-wave radar raw tensor RA data as
height features. In three-dimensional space, it extracts bounding boxes from
features through a point-finding mechanism, using regressed bounding box
positions as new query points and updating their feature parameters through an
iterative process, thereby continuously optimizing bounding box predictions. The
model is characterized by its use of 4D millimeter-wave radar raw tensor data
without relying on BEV.

3.2. Data

This work adopts 4D millimeter-wave radar raw tensor data fused with image data
for detection, without BEV-based fusion. The main reason is that point cloud data is
too sparse to yield good results, whereas raw tensor data is abundant and preserves
original features. If fusion were performed based on millimeter-wave radar BEV
with images, the height data from 4D millimeter-wave radar would remain unused.
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Fig 2. The DPFT model overview shows the essential steps to fuse camera data with raw 4D

radar data and retrieve objects from it[2]
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3.3. Principle

Raw data from the 4D radar cube is projected onto the range-azimuth (RA) and
azimuth-elevation (AE) planes. The two radar perspective datasets and the camera
data are fed into separate ResNet backbone networks to extract key features. FPN is
used for size calibration across multi-level feature maps. To fuse features from
different perspectives, a set of query points is initialized in 3D space and projected
onto each perspective plane. Deformable attention mechanisms are then employed
to fuse the features corresponding to these projected points at the respective query
locations. A classification and regression head extracts bounding boxes from the
query features. Finally, the regressed bounding box positions serve as new query
points, and their feature parameters are updated through an iterative process,

continuously refining the bounding box predictions.

4. Non-BEV Occupancy Prediction Algorithm Based on Raw
Tensor Data

4.1. Architecture

RadarOcc [3] primarily utilizes 4D millimeter-wave radar raw tensors. Through
sparsification processing, it converts complex 4DRT data into sparse RT data, then
applies spherical-based feature encoding to the sparse RT and aggregates spherical
features using Cartesian voxel queries. Finally, 3D occupancy volume data is
obtained through 3D occupancy decoding.

4.2. Data

This work also uses raw tensor data, since point cloud data is extremely sparse and
may suffer from incomplete information or loss of critical details in complex
scenarios. Raw tensor data can preserve all data completely. However, raw data is
very large and resource-intensive to process, so the authors' main contribution lies

in analyzing and extracting useful core data from the massive dataset.
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Fig 3. Overall pipeline of RadarOcc[3]

4.3. Principle

First, 4DRT is converted into lightweight sparse RT through Doppler frequency band
encoding and spatial sparsification considering sidelobe effects. Spherical-based
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feature encoding is then applied to the sparse RT, and Cartesian voxel queries are
used to aggregate spherical features. Finally, 3D occupancy volume data is obtained

through 3D occupancy decoding.

5. Conclusion
5.1. Data Comparison

In automotive 4D millimeter-wave radar technology, common data types include
raw tensors, point clouds, BEV, and voxel data.

Raw tensors are data directly produced by the device, containing range, azimuth,
elevation, and Doppler information. The data volume is very large with considerable
redundancy, but it also preserves the most complete information. Point cloud data is
formed by converting polar coordinates to Cartesian 3D coordinates and appending
attributes such as Doppler and RCS to form discrete point sets. BEV refers to
bird's-eye view data; it is not raw sensor data but rather a 2D grid feature map in a
unified coordinate system, centered on the ego vehicle and viewed from above
looking down at the ground. Cameras, radars, and LiDARs are all mapped onto the
same planar grid, which stores feature vectors extracted by deep learning—this grid
data is called BEV features. Voxel data divides the complete 3D space around the
vehicle uniformly into countless small cubes, each called a voxel. The 3D grid data
formed by all these cubes together is voxel data.

Raw tensors and point cloud data are what we need to process, while BEV and
voxels are result data after model processing. BEV is primarily 2D data used for
tasks such as object detection. Voxels are 3D data mainly used for occupancy
prediction in complex scenarios. In this paper, Doracamom employs 4D
millimeter-wave radar point cloud data, while DPFT and RadarOcc use 4D
millimeter-wave radar raw tensor data. Doracamom is based on BEV fusion,
whereas DPFT and RadarOcc do not adopt BEV.

5.2. Performance Comparison

The three models are compared below, analyzed primarily in terms of innovations,

input modalities, performance, and scenarios.

Table 1. Performance Comparison

. Input Optimum .
Model Core Task Key Innovations p p Applicable Scene
Mode Performance
Dual-view Fusion Camera + 4D 3D detection under
DPFT 3D Object Detection K-Radar mAP 56.1% adverse weather
Transformer Radar RT o
conditions
3D Space Spherical feature
RadarOcc Occupation encoding + sidelobe 4D Radar RT K-Radar mloU Pure radar. oceupancy
- ) 22.6% prediction
Prediction suppression
Joint Detection + - OmniHD-Scenes All-directional 3D
multi-view 4D radar + Camera + 4D . .
Doracamom Occupancy . . mAP 39.12 / mloU perception; Multi-task
o camera fusion Radar points o .
Prediction 21.81 joint learning

5.3. Summary
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This paper primarily discusses two directions: non-BEV approaches based on raw
tensor data and BEV approaches based on point cloud data. It first introduces
Doracamom, a BEV algorithm based on point cloud data for 3D object detection and
semantic occupancy prediction, then presents DPFT and RadarOcc—non-BEV
methods based on raw tensor data—with DPFT for 3D object detection and
RadarOcc for semantic occupancy prediction. Finally, common data types are
introduced and algorithm performance is summarized. Looking at the future
development of automotive sensors, LiDAR has two drawbacks: high cost and poor
applicability in rain and snow. 4D millimeter-wave radar precisely addresses these
two shortcomings and will certainly have room for development in the future.
However, the point clouds of 4D millimeter-wave radar are still relatively sparse
compared to those of LiDAR. Therefore, future directions lie in the greater potential
of fusing 4D millimeter-wave radar with images, or enhancing point cloud data
through current diffusion models or Mamba technology to make it comparable to
LiDAR point cloud data.

The English translation of this manuscript was assisted by a large language model,
while all original content was independently written by the author.If any translation

errors exist, please contact the author.
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